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Preface

Abstract
This research aims to find an answer to the question what configuration for a sound spectrum is best for
aggression detection in a call center environment. Two types are compared: the common spectrogram,
and the cochleogram. Acoustic features that might point to aggression (like pitch and amplitude) are
extracted, utterances are annotated and two classifiers are trained (one for each spectral type) to
distinguish between neutral and aggressive speech. The conclusion of this research is not an answer to
the research question, but rather a clarification why emotion is not a surface feature in telephone
speech.

1. Introduction
1.1.

Topic

Consider the following call between a retail company’s call center agent (A) and a customer (C):
A: “Good afternoon, how can I help you?”
C: “Hello. I talked to your colleague the other day about a product I ordered. I wanted
to return it and get my money back, but I received a letter that I am only
compensated for the shipping charges.”
A: “Hold on, I will look up your correspondence.”
C: “Your colleague said, ‘madam, you will have your money back, it will be alright.’”
A: “I can’t find that in our system. I am afraid I can’t help you. It says here the package
was opened.”
C: “I knew this would happen. I have not used the product or touched it with a single
finger. It’s brand new. Your colleague told me she noted this in your system and that it
would be alright. I want to speak to your chief.”
A: "He is not around right now.”
C: “When will he be? What is his name?”
A: “I am not authorized to put forth customers to my chief.”
C: “But I want my money back. This might not be a lot of money for you, but for me it
is. Can you forward me to your colleague?”
A: “This colleague is not at work today.”
(…)
Could you feel the customer’s helplessness? Could you hear the customer shout? If yes: congratulations,
you are a human. There is not a single word that in itself points to the fact that the customer is angry. It
takes a lot of world knowledge to see that this customer is desperate and angry.
As we can see, words only are not sufficient to understand a message. This is a challenging issue in call
center analysis. If a call center manager or a company director wants to know in which part of the
process the most complaints occur, automatic speech recognition (ASR) can only answer this question
partially. This problem is exaggerated by the fact that a telephone signal is distorted when the volume of
a voice is too loud, due to its physical boundaries. To classify this and other conversations as aggressive,
we either need to set up a huge database containing information about semantics and communication,
or we could take a ‘shortcut’ and try to extract the emotion in a different way. This raises the following
research question:

Is it possible to extract aggression from conversations in a call center environment?

This means that we only want to look at the tone of speakers, not to the words they utter. Before we
define aggression more precisely, we need to tell how it might be extracted. As it turns out, aggression
can be measured using certain features of speech, some of which are intuitive (for example amplitude
and frequency), others are less obvious (for example brilliance and distribution of spectral energy). Most
of these features can most easily be extracted from the spectrum of the sound wave. To generate this

spectrum, several methods are available. The current research will focus on the suitability of two types
of spectra: spectrograms and cochleograms. Therefore, the subsequent research question is:

Which spectral representation is more suitable for emotion detection,
the spectrogram or the cochleogram?

The rest of the introduction will address the motivation behind the topic (section 1.2) and the roadmap
for the rest of the thesis (section 1.3).

1.2.

Motivation

In this section, the motivation for this topic will be given from two perspectives. The first perspective
covers the research in ASR; the second has a practical nature.

1.2.1. The current state of ASR
The automatic conversion of human speech to text, or automatic speech recognition (ASR), becoming
popular in the 70s (Pickett, 1999; Gold & Morgan, 2000; Baker et al., 2009a,b; Huang & Deng, 2010) and
gaining more popularity since, seems to have reached an impasse. This might be due to the fact that
“ASR is built upon the wrong foundations from the start” (T.C. Andringa, 2015, personal communication),
or more tangibly: the techniques that are used to convert sounds to spectrograms (see section 2.3) and,
from there, to extract sounds, phonemes, morphemes, words and sentences, mostly using Hidden
Markov Models and Gaussian Mixture Models (HMM/GMM) on the way, might be adequate to a certain
point, but will, using the current settings, not succeed to approach human speech recognition
sufficiently. These findings are also supported by, for example, Morgan et al. (2013). They found that
most mismatches in ASR using a standard HMM/GMM framework have two dominant causes. The first
cause is acoustic difference between a training set and a testing set (matched conditions). When
conditions are matched, the second cause is due to an incorrect, although mathematically and
computationally convenient, assumption in the statistical models inherent to the HMM/GMMframework, namely that time frames in a sound signal are independent of each other. The second cause
is that every time a parameter changes (for example recording environment, accents, extra background
noises), the performance is expected to degrade, because ASR is not robust to conditions other than the
training conditions. This conclusion, that ASR nowadays is very specific and often only applicable in a
narrow field, is shared by O. Scharenborg (2015, personal communication), who asserts that “there is not
much more to get out of ASR”.
In modern research, prosody – features that indicate rhythm, stress, and intonation of a voice – is used
to detect word boundaries or to help ASR in other ways, but Morgan et al. (2013) state that every
improvement to current ASR frameworks is a way to decrease brittleness in one of the two causes
named above, although improvement in one parameter might cause deterioration in another. Therefore,
in order to improve ASR, future work should be focused upon “investigations into other spectrotemporal representations”. This is exactly what Andringa (2002) did when inventing cochleograms. This
topic will be addressed in section 2.4.
Despite this skepticism towards ASR, the need for technological solutions to search in audio has
remained. Another popular method for searching through voice audio is automatic emotion recognition

(AER). To the best of my knowledge, AER dates back to 1995 (McGilloway et al., 1995), where prosodic
features of speech are extracted using ASSESS (Cowie et al., 1995) and emotions are compared with said
features. That research used speech of deaf people as starting point.

1.2.2. Application of ASR in telephone speech
In the previous paragraph, we have seen that ASR is becoming less popular because modern research
indicate that its results are not as promising as they used to be. A new topic in this area, AER, might be
helpful to fill the gap between unreliable transcription and speech classification. On a smaller scale, this
shift from ASR to AER is seen in enterprises. It is useful for an enterprise to hear the tone of voice of a
calling customer, for example to find out what the reason is for a great number of calls within a certain
category, or in which category the most complaints are expressed, or more importantly, whether a call
center agent is able to help and comfort a customer. For the Dutch company CustomerPulse, that tries to
find answers to similar questions, an algorithm is implemented that classifies conversations to several
categories using beforehand carefully selected words that are found1 using ASR. The algorithm filters
both on subjects customers call about, e.g. products, payments or services, and on themes like
complaints or indications that a customer has to call more than once to solve an issue. Unfortunately,
the number of correctly recognized selected words per conversation, especially for themes, is too low to
classify conversations properly in such a way that a dichotomy between interesting and non-interesting
conversations for a certain subject or theme can be made.
For CustomerPulse, proposals have been done to improve the quality of the ASR, but eventually, the
current techniques did not promise to be good enough to classify the conversations in a way that is
commercially attractive. This has been a trigger to orientate on research on other information from the
audio signal, or in other words: to take the shortcut introducing the second research question. This
research, commissioned by CustomerPulse, asserts that using prosodic features from speech, the
emotion of the customer can be extracted.

1.3.

Roadmap

In the previous section, we have seen why it is important to investigate AER in telephone speech. In
chapter 2, the basic ingredients for AER in telephone environments will be revealed. With this baggage in
mind, the layout of the research can be explained; chapter 3 will be dedicated to this. Chapter 4
describes the process of collecting the data and its annotations. In chapter 5, we will unfold the
experiment. Chapter 6 discusses the outcomes of the experiment and elaborate on it with a new
experiment. The conclusion will be made up in chapter 7.

1

The word ‘found’ implies detection (in contrast to recognition). This is not the case, because every fragment in an
audio file is transcribed. The ‘carefully selected words’ have a prior probability of being recognized that is typically
100 times greater than every other word in the language model (being 40-60 times more numerous than the selected
words). Only the selected words are used for classification, causing many ‘gaps’ in the processed audio. This way, this
process looks like detection.

2. Background
This chapter sketches the background that is needed to perform aggression detection. In section 2.1, the
characteristics of telephone speech and the challenges of analysis of telephone sounds are outlined.
Section 2.2 addresses the features of emotion. In section 2.3 and 2.4, we will explain how spectrograms
and cochleograms are generated from an audio signal. Section 2.5 will summarize the chapter and show
how everything comes together in this research.

2.1.

Telephone speech

This thesis addresses telephone calls. This thesis is unique in doing so, because much research uses
‘clean speech’ as data, in which:
1. the level of noise in the signal is low;
2. the recording quality is high;
3. the sentences are grammatically correct.
Telephone speech does not comply to these properties of clean speech, and does not have these
advantages. Therefore, analysis on telephone calls gives rise to three technical difficulties. However, the
current research does not concentrate on the words in the signal, and therefore does not have to deal
with the third difficulty.
Noise in telephone calls can have several causes, occurring in this research in similar quantities:
disturbances in the connection (resulting in disappearing voices or crackling), moving telephones (mostly
by the caller, again resulting in crackling), and background sounds, both from the call center (babble
from other agents) and client (unpredictable noises, among which dogs, babies, machines, papers, and
passing traffic). Besides that, quality loss can occur by the quality of the microphones used.
When listening to recorded telephone calls, it is obvious that the recording quality is lower. Technically,
this means that the audio is compressed using the G.711μ-standard, which was not only generally used
after its release as a standard codec for telephony by the ITU-T because of the well-usable balance
between quality and bandwidth, but is also justified by Weber’s law, that states that the perceived
amplitude is logarithmically dependent on the actual amplitude. The frequency bands that are passed
through a telephone channel are in the range of approximately 300 to 3400 Hz (note: this is also an
explanation for the fact that the fundamental frequency is not visible in the spectrogram). This results in
an audio rate of 64 kbit/s, with a bandwidth of only 8 kHz. Due to the low audio rate, the higher
formants cannot survive in the telephone line.

2.2.

Emotion

Given the constraints of a telephone line, aggression must be extracted. This section aims to define
emotion in terms of this research, or more specifically, aggression.
Spoken emotion and prosody (“the study of the tune and rhythm of speech and how these features
contribute to meaning” (Mannell, 2007)) are inseparably linked (Bachorowski & Owren, 2013). Back in
the nineteenth century (Darwin, 1871), this link was already described in sounds uttered by monkeys:
the amount of impatience, anger, fear and pain correlated with the frequency of the sounds. This hints
to the statement that emotion is not culturally defined, but universal. This statement is supported by
Paulmann and Uskul (2014), who found that emotion is perceived rather similar across different
languages across the world.

For humans, this correlation is also shown very often, even though a more complex pattern of prosody,
body language (for example, hand gestures, facial expressions) and biometrics (for example, heart rate,
transpiration, EEG’s) is a better predictor of emotion (Ramakrishnan, 2012; Han et al., 2008). It is,
however, an erroneous to conclude that an audio signal by itself cannot be classified as emotional,
because judges are almost as accurate in inferring different emotions from vocal as from facial
expression (Scherer, 2003).
When one tries to define aggressive speech, a major problem of emotion analysis is encountered: “the
lack of a consensual definition of emotion and of qualitatively different types of emotions” (Scherer,
2003). Although the term aggression does describe an emotional state, it does not determine how the
emotion is expressed vocally. Some evidence even shows that prosody in speech “can be conceived of as
a tool by which a mood state is induced”, rather than to convey the speaker’s emotion in the first place
(Neumann & Strack, 2000). From this point of view, associations between prosody and emotion will
always be probabilistic in nature (Bachorowski & Owren, 2013, pp. 203–205). This is intuitive, because
aggression is an ambiguous phenomenon, and ambiguity results in entropy, and thus in probability. This
finding is supported by Cauldwell (2000), who found that words heard in isolation were perceived more
emotion-laden than when heard in their context. All these findings obstruct defining the notion of
aggressive speech.
The most solid common ground is found in emotional speech databases (Ramakrishnan (2012) and
Truong (2009) sum up long lists), containing emotion-annotated speech. In many of these databases, the
utterances are made by professional actors or annotated by the speakers themselves. A drawback of
acted speech is that it yields more extreme emotions than spontaneous speech (and might miss some
spectral features, according to Scherer (2003)). Because the emotion is not known in the current
research setting, the aggression levels will have to be guessed. Section 4.2 explains how the annotations
are made; the main point for now is that the opinion of a few annotators will be decisive.
There are two major views on how to structure emotion measurements (Bachorowski & Owren, 2013;
Truong, 2009): (1) discrete emotions and (2) continuous axes that describe emotion characteristics. The
former distinguishes between a set of universal, fundamental emotions or emotion families, but there is
no consensus about the size of that set. A starting point may be the Big Six from psychology (happiness,
sadness, surprise, fear, disgust, anger), but four of them are negative and there is no neutral emotion to
make the rest stand out. The latter view measures emotions along two axes: Arousal and Valence.
Valence represents the pleasantness of an emotion (whether an emotion is positive or negative); Arousal
represents the intensity of an emotion (whether an emotion is passive or active). Sometimes, a third axis
called Dominance (the degree of control exerted by a stimulus) is added. The Arousal axis correlates
highly with prosody (Bachorowski & Owren, 2013; Scherer, 2003), but Valence is much harder to extract
when only prosodic features are used (Truong, 2009; Scherer, 2003). Only classifying emotions on the
Arousal scale would lead to confusion of happiness and anger (both very high on the Arousal scale, but
on different sides of the Valence scale), which will arguably be the greatest problem in this research.
Valence is more easily measured by facial expressions, but Valence might also be represented by spectral
features (Scherer, 2003), which are not often taken into account.
Now, this research only focuses on one emotion. Therefore, standard annotation techniques are not
applicable per se, but the used method can be seen as a combination of both: aggression, a discrete
emotion, will be measured gradually. The gradation merely represents a point in the Arousal-Valence

grid, along an imaginary vector from neutral (scoring 0 in both axes) to aggressive (high arousal, low
valence).
As said, emotion is partially dependent on prosodic features. In order to obtain these features, a
spectrum is calculated to extract them from. Since we are comparing spectrograms and cochleograms,
both will be introduced in the two sections hereafter.

2.3.

Spectrograms

A spectrogram is a three-dimensional representation of an oscillation, in this research applied to sound
waves. A spectrogram shows which frequencies occur in the sound wave by magnitude, as a function of
time. To calculate those energies over time, a sound is split into frames (very short fragments, on the
order of 10-3 seconds in length), that might overlap. Of each frame, the magnitude of the possible
frequencies is calculated. This way, a table forms with three dimensions: frequency, energy (magnitude),
and time.

Figure 1. A sound wave representing the Dutch word ‘goeiemiddag’ (meaning ‘good afternoon’), spanning samples 67491-75335.
The square indicates the samples of figure 2.

The sound wave is a linear combination of sinusoids of the following form:
𝑓(𝑥) = 𝑎 ∗ sin(𝑏𝑥 + 𝑐) + 𝑑
The FFT (Fast Fourier Transformation) can calculate which frequencies appear most in a given waveform,
or in technical terms, it can calculate the magnitudes a of the sinusoids for different values of the period
b; frequency is calculated with f = 2π/b. When creating the spectrogram, a great number of sinusoids
(typically between 100 and 1000) are compared with the original wave, in order to calculate how strong
a sinusoid correlates with it. The frequencies fi that are compared with the frame are fi = (i * fN) / (2 * s),
in which:
-

i = segment number (1 ≤ i ≤ s)
s = number of segments (frequency bands)
fN = Nyquist frequency = half the sample frequency

If we zoom in on the sound wave, we can see the samples itself.

Figure 2. A fragment of the sound (0,05 seconds) wave that is used to calculate 10 frames of the spectrum with. The x axis shows
the amplitude, the y axis shows the time. The sample frequency is 12000 Hz, so 1 sample is 1/12000 second.

Figure 2 shows 600 samples of a part of the sound wave shown in figure 1 (more specific: the ‘oei’-sound
in the word ‘goeiemiddag’). Because the sampling rate is 12 kHz, the length of this fragment is 0,05
seconds. To calculate the spectrogram, each frequency fi is compared to the signal, in order to calculate
the sum of sinusoids that approaches the given signal best.
This figure shows some multiple clear oscillation patterns. The most distinct oscillation shows seven
peaks in this fragment. This means the period should be around 7/0,05 = 140 Hz. Also, a smaller
oscillation is seen that has around 8 peaks between each greater oscillation, resulting in a total of 56
smaller peaks. This should give a peak in the spectrogram at 1120 Hz.
The spectrogram values are calculated per frame. Frames are tiny fragments of the signal, their size
being dependent on the frame rate. Throughout this thesis, a frame rate of 200 Hz (60 samples per
frame) is used. Figure 2 shows exactly 10 frames.
For each frame in a signal, a graph is made in which the amplitude of all frequencies is shown. Figure 3
shows this graph for one of the frames in figure 2. Because frequencies laying close to each other have a
similar amplitude value, the peaks of in the graph contain the most valuable information. The first six
peaks in this frame are found at 344, 1063, 1438, 1625, 2094 and 2438 Hz. The peak we estimated at
1120 Hz corresponds to the peak found at 1063 Hz. The other peak is not visible in the graph, because its
frequency is smaller than the frame rate.
At 4000 Hz and higher, artefacts originate due to the fact that the frequencies are too close to the
Nyquist-frequency, and measurement errors are made either in the recording equipment or the Fourier
transformation.

Figure 3 The amplitudes of all frequencies in one time frame (that is, a tenth of the signal in Figure 2). This is an intersection of the
spectrogram at one time frame of Figure 2. The peaks represent the frequencies of the formants.

Because this calculation is done for each frame in the audio signal, the spectrogram is three-dimensional,
with time on the x-axis, frequency on the y-axis and amplitude/energy on the z-axis. The z-axis is shown
in color: blue for low values (none or little presence of that frequency), via green, yellow and orange to
red for high values (much presence of that frequency). This spectrum is shown in Figure 4. The red lines
are continued energy peaks of the frequencies that are shown in Figure 3.
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Figure 4. The spectrogram of the wave form of Figure 1. The black arrow shows where the intersection in Figure 3 is made. The
letters above the red parts show what sound in the word ‘goeiemiddag’ is uttered. The sounds are represented in IPA transcription
as /xuːjəmɪdɑx/.

Watching all frames in order, the progress of the sounds can be seen. The vowels in particular show clear
tones, represented as the parallel, horizontal, red lines (from now on called ridges) in the spectrum. The
vowel combination ‘oeie’ (IPA /uːjə/), located at frames 1160 through 1200, explains why the peak of
250 Hz could not be seen in Figure 4: there are two ridges that overlap a great deal of the time. Frame
1200 marks the beginning of the sound ‘m’. Because the speaker closes his mouth, the sound becomes

nasal, resulting in a great decrease in amplitude of higher harmonics (the ridges on higher frequencies).
Because the ridge of around 400 Hz ends abruptly, the ridge of about 250 Hz appears.
The actual pitch (the lowest harmonic in a frame, therefore also called ‘fundamental frequency’) is even
lower, as we calculated before: this cannot be determined by the current configuration of the
spectrogram, because the length of one frame is 1/200 s, by which a maximum of 200 Hz can be
measured. To find this pitch, we need to see that harmonics are always integer multiples of the pitch
(this is a physical feature, because the vocal tract functions as a resonance box). Ridges that follow the
same flow as the ridge at 250 Hz but are not integer multiples of that ridge. Therefore, a new pitch is
hypothesized at half the frequency, in this case, 125 Hz. Recalculation of the pitch (weighed by their
amplitude and harmonic numbers) results in a frequency of 122 Hz (paragraph 2.3.1 explains how pitch is
calculated). This also fits with the statement that male voices are typically between 85 and 180 Hz, a
value that correlates with the length and thickness of the vocal folds (Titze, 1994).
Different sounds can be distinguished by different patterns of harmonics. The ‘g’ (IPA /x/) falls in the
category fricatives: a ‘noisy’ sound. Noise has the physical property that all frequencies within a certain
bandwidth occur to the same extent. This can be seen in Figure 4, where no clear ridges are found at the
far left and the far right, but rather an almost random pattern of yellow and red can be seen.
To conclude: when looking at a spectrogram, it is possible to distinguish vowels and certain types of
consonants. The aforementioned features of sounds and spectrograms, along with more information
that is not visible to the bare eye, are used in both ASR and AER. ASR exploits formants to distinguish
between different sounds; AER distinguishes different emotions by observing the flow of low-level
acoustic features (prosody).

2.4.

Cochleograms

We have seen that a spectrogram is a representation of an oscillation that encompasses energy on the
time-frequency plane. A cochleogram (Andringa, 2002) uses the same representation, but with other
calculations, in several ways optimized for signal processing, in particular for exploiting the continuity of
sound, and comprising parallels with the functioning of the human ear. After all, humans (among others
(Spierings & Ten Cate, 2014)), are able to hear a wide range of sounds in a wide range of environments.

2.4.1. Continuity of sound and the exploitation of continuity in cochleograms
Continuity of sound means that a sound oscillation cannot arise or terminate faster than its own
frequency allows. Or, stated otherwise: if a sound with a low frequency is measured at time frame t,
then on timeframe t+τ that sound will still be there (albeit with some difference in amplitude), because
in both the vocal tract and in the basilar membrane (in the next paragraph, the human ear will be
explained more detail) the sound needs some time to suspend. Expressed in a formula, this looks like a
low-pass filter:
𝑟𝑠 (𝑡) = 𝑟𝑠 (𝑡 − 𝑑𝑡)𝑒

(

𝑑𝑡
)
𝜏

+ 𝑥𝑠 (𝑡)𝑥𝑠 (𝑡)

Here, rs(t) is the energy on segment s at time frame t, and xs(t) the excitation of the basilar membrane on
the same segment and time frame. The time constant τ, also called group delay, with a value usually
around 10 ms and varying for each frequency segment, depicts the suspension time of an oscillation, and
also correlates with the number of frames in which a ridge continues.

2.4.2. The human ear versus cochleograms
In this context, it is important to know about the human ear that sounds caught by the ear are sorted in
the cochlea, a spiral-shaped organ in the ear, in which the basilar membrane is located. A sound
oscillation that travels through the cochlea, makes the hair cells on the basilar membrane vibrate. The
opening of the cochlea is wider than the end, and the stiffness of the membrane varies with the location
in the cochlea. This causes the stiffness of the basilar membrane to determine its resonance frequency
per location. This enables the ear to distinguish harmonics of a sound. The auditory nerve connects the
hair cells with the auditory cortex, a part in the human brain that processes sound. This is how a listener
can distinguish not only between different vowels and consonants, but also between different speakers,
musical instrument or other sounds, because for all those sounds, the harmonic patterns are different.
The cochleogram model is similar to the spectrogram by calculating the harmonics in a sound. The
greatest difference is that the location of the vibration on the basilar membrane is reverse
logarithmically dependent on the associated frequency, whereas this proportionality in spectrograms is
linear.
The three-dimensional model is now even easier to imagine: for each timeframe, a copy of the basilar
membrane is made, which is stretched along the y-axis of the spectrum. For every segment on the
membrane representing a frequency, its excitation (corrected with the excitation of the previous frame,
as told in 1.2.2.1) is represented in blue and red values, in the same way as in the spectrogram. Figure 5
shows the word ‘goeiemiddag’ from the previous pictures in a cochleogram representation.
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Figure 5. The cochleogram of the sound wave addressed from Figure 1 on.

Similar to figure 3, an intersection is made on the same time frame as was made in the spectrogram. The
result is shown in Figure 6.

Figure 6. An intersection on the cochleogram on the ‘oeie’-sound in the word ‘goeiemiddag’ on the same time frame as in Figure
3. Note that the x-axis shows the segment numbers, not the frequencies (hence the reverse order). Segment numbers are reverselogarithmically proportional to the frequencies, and therefore, the y axis is mirrored.

The values on the x-axis show the segment numbers, which represent the location on the basilar
membrane. As explained, this number is reverse logarithmically proportional to the frequency. So, a high
segment number symbolizes a low frequency, and high frequencies are more concentrated than low
frequencies, in order to better distinguish the lower frequencies from each other. The first four major
peaks in Figure 6 are on segment numbers 124, 105, 93 and 94, representing the frequencies 121, 223,
326 and 432 Hz, respectively. The pitch calculated from the peaks is 117 Hz (this calculation takes more
variables into account, such as neighboring frames and weighing of the formants). This pitch value
corresponds with the pitch values calculated in the previous section.
When the segment numbers are converted to frequencies, the figure transforms to the following:

Figure 7. The magnitude of the frequencies in a time frame. This is the same graph as in the previous figure, but the y axis shows
frequencies instead of segment numbers.

When comparing this to figure 3, this figure clearly shows that the cochleogram is able to distinguish
between low frequencies better than a spectrogram. This is very advantageous when extracting pitch.
On the other hand, the sparsity of high frequencies could result in lower performance when trying to
extract other variables. However, in previous research (Van Hengel & Andringa, 2007), cochleograms
showed to function successful in detecting aggression in noisy environments. Because phone calls
typically contain a lot of noise (see section 2.1), this research hypothesizes that cochleograms will
achieve a better performance on emotion detection – aggression detection in particular. This is derived
from the hypothesis that prosodic and spectral features can be extracted more accurately from
cochleograms.

2.5.

Putting it all together

Both spectrograms (section 2.3) and cochleograms (section 2.4) are spectral representations of sound, in
which the frequency energies of a signal over time are found. The difference between the two
representations is that spectrograms are generated in a fairly straightforward way, using the Fast Fourier
Transform and a linear scale for the frequency bands. Cochleograms use a logarithmic scale, thereby
imitating the basilar membrane of the cochlea in the human ear. Also, cochleograms are further
optimized by exploiting the physical property that the duration of the termination of an oscillation is
dependent on its period. This means that a frequency peak in a certain frame ‘echoes’ through to the
next frame.
Thus, we expect that cochleograms will perform better in noisy environments like telephone speech.
However, a telephone line is restricted by the standards it exploits, and it is not yet clear whether these
constraints complicate feature extraction.
The features that are extracted are selected on basis of their saliency for indicating emotion (specifically
aggression) in other research. These features are divided into prosodic and spectral features. Prosodic
features are pitch and amplitude; spectral features are standard deviation of the three highest energy
peaks, center of mass and highest energy peak.

3. Methods
In Chapter 1, the following research questions were posed:
-

Is it possible to extract aggression from conversations in a call center environment?
Which spectral representation is more suitable for emotion detection,
the spectrogram or the cochleogram?

Chapter 2 colored these questions by establishing a context around the terms in these questions. This
chapter will outline how the research will be set up using a top-down description, for the sake of getting
a clear grasp on the research process.
In order to answer the first question, it will be necessary to try to extract aggression first (that is, classify
the data), and then evaluate the results. Aggression is rated automatically using a Support Vector
Machine (using the sklearn library for Python; see Pedregosa et al. (2011)), a machine learning algorithm
that is able to distinguish between classes (neutral and aggressive speech) given a series of examples
(audio samples). The evaluation can be done in a straightforward manner: one neutral speech class will
be defined, and a number of aggression classes. The question that needs to be answered will be: which
portion of the data is classified correctly? The answer to this question will be expressed in precision,
recall and accuracy.
So, how will ‘classified correctly’ defined? This is done by human annotation. We hypothesize that
aggression is a subject that humans agree fairly well upon. This will be tested by comparing the multiple
annotation sets using Fleiss’ kappa. Using the outcome of this inter-annotator agreement test, a choice
will be made for defining the correct aggression class for each data point.
This takes us one step deeper: what is a data point? As stated in section 1.2.2, it is important to know
whether a customer can be calmed by a call center agent. Therefore, it is useful to measure aggression
as a function of time. However, prosody and aggression are hard to measure real-time, because they
need to stand out against a baseline of a speaker’s voice. Utterances (defined as ‘a sequence of sounds
isolated by clear pauses, carrying meaningful or elsewise humanly interpretable information’) are
selected as an optimal compromise between conversation-broad and continuous measurement.
An utterance needs to be represented as a vector in order to train and test the SVM. This vector contains
values for the flow of the aggression-defining features summed up in 2.2. Here, ‘flow’ is expressed in
terms of statistics on the features, both throughout the conversation and within the utterances. This
makes it possible to make the features in the utterances stand out against the features in the
conversations they belong to, but also against utterances in other conversations. To conclude, five
features are measured from an utterance, and five statistics are calculated over the features, resulting in
a vector of 25 values as input for the Support Vector Machine (SVM).
At this point, the last step to fill in is to measure the features. Since the research question requires
making a distinction between spectrograms and cochleograms, both spectra are calculated for each
conversation. Andringa (2002) not only described how to make cochleograms, but also provided an
algorithm to calculate them, operating as an implementation in MATLAB (version R2014a, The
MathWorks Inc.). An algorithm for generating spectrograms, being a frequently used spectrum, is
already implemented in MATLAB. Both spectral audio representations contain values that represent the
amount of energy per frequency over time, and therefore can be analyzed in the same way. For some

prosodic features, it is possible to measure the value directly from the sound wave, but most features
are more accurately extracted from the spectrum. Using separate processes, all utterances are regarded
twice (once per spectral type). Two classifiers are trained (one classifier per spectral type), which also
means that every conversation has two arrays of every feature, and two feature vectors.
This process, in which every feature will be calculated from the spectrum (and not from the sound wave
or another common source) will impact the aggression detector maximally, because there will be slight
differences in the measurements between the spectral representations. Considering there is only an
evaluation for the correctness of the extracted aggression and no guidelines for the correctness of the
extracted features, the outcome of the extracted aggression will indicate quality of the extracted
features.
Summarizing this section, this time using a bottom-up (chronological) approach, we obtain the following
block scheme:

Generate cochleograms and spectrograms (section 4.1)
Split conversations into utterances (section 4.2)
Annotate utterances (section 4.3)
Calculate features and statistics (section 5.1)
Classify utterances (section 5.2)
Evaluate results (section 5.3)

4. Data & annotation
In this chapter, the nature of the data and the way of processing the data will be described. In section 4.1
will be summarized where the data came from. After this, we need to understand how the data will be
prepared for both the annotation and the classification. This will be done by splitting the conversations
into utterances. In chapter 3 was explained why this was done; section 4.2 specifies how this is done,
advocating this process further on the way. Finally, section 4.3 covers the process of annotation and the
determination of inter-annotator agreement. Ergo, this chapter implements the first three steps of the
block scheme concluding chapter 3.

4.1.

Data

For this research, 140 telephone calls were collected. These conversations were used for analysis by
CustomerPulse and were recorded in several call centers in the Netherlands in different branches:
installation, retail and telecom. All call centers are inbound: the conversations comprise questions by
customers and are often initiated by the customer. In some cases, an existing customer is called back by
a call center agent. Using metadata that came with the conversations, it was possible to filter out
internal calls (between two agents from different departments in a company).
The creation of spectral representation did not give rise to any complications. A frame size of 0,005
seconds (60 samples) was chosen. Each frame overlaps the previous and the successive frame with 30
samples. All of this is in accordance with the examples in sections 2.3 and 2.4.

4.2.

Partitioning

The previous section described the source of the conversations. In all of the cases, the recording on the
call centers was outsourced to an external company, which was able to extract the signals, but not to
separate the signals of the customer and the agent.
This section will discuss how the conversations where partitioned. Speaker segmentation is beyond the
scope of this thesis, but as we will see in the paragraphs below, it is possible to split a conversation into
sentence-like structures, which will be called utterances from now on. First, the choice for utterances will
be justified by the process of elimination. Now, the term ‘sound fragment’ is ambiguous. The table below
lists and defines the most obvious sound fragments; the rest of the section will explain their drawbacks.
Sound fragment
Conversation
Time interval

Typical duration
(seconds)
300 s
(any)

Sentence
Utterance

5s
3s

Word
Syllable
Phoneme

500 ms
300 ms
100 ms

Time frame

50 ms

Definition
Sound recording
A predefined number of seconds x; time intervals would be
[0,x], [x,2x], …
A grammatically correct sequence of words (see Word)
A sequence of sounds isolated by clear pauses, carrying
meaningful or elsewise humanly interpretable information.
The spoken equivalent of a written word
Phonological building blocks of words
A unit of sound used to distinguish meaning of spoken
words
Special case of Time interval, but very short, and used to
calculate spectra (among others)

Table 1. A list of sound fragments, their typical durations and their definitions (as used in this thesis). In this research, utterances
were chosen, because they are the most practical to separate and annotate.

The main reason for splitting the conversations is that it is not useful to extract aggression over a
conversation as a whole: since aggression can vary within a conversation (an agent can, for instance,
calm or agitate a customer), one score for a total conversation would not give useful information.
Because the classifier will have to work automatically, some types of fragments were disregarded,
because they require automatic speech or speaker recognition, both of which are beyond the scope of
this research. Without ASR, it is practically impossible to separate individual words, because in
spontaneous speech like telephone calls, speakers don’t explicitly mark word boundaries. Moreover, as
we found in section 2.2, words heard in isolation are perceived more emotion-laden than when heard in
their context. This might alter results in both annotation and AER. In conclusion, words as sound
fragments are unworkable.
Recognizing words in turn is a foundation for separating sentences – but even humans would often not
be able to separate sentences in spontaneous speech like telephone calls, because in many cases, a new
sentence starts when the previous hasn’t ended yet, or interruption by another speaker causes a
sentence to terminate abruptly.
Syllables and phonemes are more easily separable, but it is impossible to do aggression annotation on a
phoneme or syllable, even with context, because it is hard to say at what point the aggressiveness starts
or ends.
Annotating time frames has other problems, because annotation will have to be done real-time, which
causes differences in annotation because of reaction speed of annotators. Also, for cross-talk, it is
impossible to give one clear annotation. The latter problem also arises for annotating time intervals, but
not only for cross-talk, but for any interval in which both speakers have their say.
Choosing utterances means we do not have to bother with any of the disadvantages of the other sound
fragments listed above. Hereby, the choice for utterances is justified. The rest of the section will explain
how utterances are defined.

4.2.1. Process of partitioning
In table 2, Utterances are defined as ‘a sequence of sounds isolated by clear pauses, carrying meaningful
or elsewise humanly interpretable information’. From this follows that the amplitude will drop between
two utterances. Because the peaks and troughs of a function are found by calculating its derivative, the
difference between all sets of two consecutive amplitude values is calculated. The resulting sequence is
smoothed in order to cancel out noise. Using this technique, syllables were found: peaks and troughs of
this slope indicate the middles of the voiced part of a syllable and the boundary between syllables,
respectively.
Utterances can be separated by building on this. The reason for this is that longer silences (“clear
pauses”) fall in between two utterances than between two syllables. By setting a threshold for the lower
boundary for the smoothed amplitude slope, it is possible to separate utterances, but this left too many
utterances still tied together, because the silence between two speakers’ utterances was not long
enough, or because taking a breath is not silent enough. Those problems are solved using two spectral
features: the center of gravity and the frequency of the highest peak, which will be clearly defined in

section 5.1.3 and 5.1.5; however, for now it is important to note that these two features can extract
useful information about formant and energy distribution.
If the center of gravity differs sufficiently from all other values in a conversation, this is evidence for nonspeech. Here, ‘differs too much’ is measured by making a histogram of six classes with equal ranges of
segment numbers. Only the class containing the most samples is counted as part of an utterance; the
other five classes can be used for separation of utterances.
The final evidence for a boundary between utterances is breathing, which results in a noisy pattern in the
higher frequencies. If the frame peak with the highest amplitude is in the upper third of all measured
segments (in this research above 909 Hz), this is counted as a breath.
Now, a boundary between two utterances is defined as a sequence of at least ten frames where all three
of these evidences (amplitude slope, center of gravity and highest amplitude peak) are true for at least
ten frames in a row.
Because the only goal of this part is to separate between utterances (in order for the format of
annotation and classification to be of the same format), it is not very important to spend much effort in
this, other than to separate both participants in a phone call for the greatest part. This was achieved with
reasonable success. The utterances that were achieved with this process are suitable for use in the rest
of this research, and will be used as such.

4.3.

Annotation

4.3.1. Annotation methodology
Using the procedure described in section 4.2, the 140 conversations were partitioned into 6168
utterances. In order to annotate the utterances, I wrote a Python-application that reads the information
about the utterances. The fragment is then extracted from the audio file, and played immediately.
Consequently, the annotator can input the aggression score for the fragment, on a scale of 0 (neutral or
happy) to 3 (furious). Figure 9 shows a screenshot of the annotation application.
At the top, a simple audio player shows the playing progress of the utterance. The play-button restarts
the utterance. In the middle left, the annotator can choose an aggression score, or more to the right,
other emotions (cold anger, sadness, disgust, other) or sounds (noise, worthless (used for agent talk),
coughing/laughing, cross-talk) can be annotated. The button on the bottom saves the annotation to a
file, which is ultimately used for the training of the classifier.
The original annotation was done by the author, Erick Wilts; only the annotations that were classified on
the aggression scale (the four buttons to the right), were selected for use in the remainder of the
research, namely the annotation for other annotations and the training set.

Figure 9. Screenshot of the annotation application for utterances. The user can listen to an utterance, and annotate it as
aggression, other emotions or other sounds.

4.3.2. Inter-annotator agreement
After the annotation by the author, a random subset of 148 utterances was selected to prevent biasing
by a priori knowledge of the author. This subset only contained utterances that revealed no personal
data from the customers or the companies, such as names, dates postal codes or order numbers. Those
utterances were then presented to 4 other annotators (1 male and 3 female, in the age range of 18-28),
in order to check whether the inter-annotator agreement is sufficient. The subset contained 37
utterances of each aggression class, as annotated by the author. The utterances were presented to the
annotators in random order. Fleiss’ kappa2 (Fleiss, 1973) was calculated for different sets, as shown in
the table below.

2

Fleiss’ kappa is a measure for inter-rater agreement, the calculation of which results in a value between 0 and 1. A
high value of kappa means that there is a lot of agreement between raters. A kappa between 0,2 and 0,4 is considered
to mean ‘slight agreement’; a kappa value around 0,5 means moderate agreement.

Table 2. Various values of Fleiss' kappa for different class distributions: a 4-class comparison, and two 2-class comparisons, the
first of which states that only a score of 0 is neutral, and the second counting only classes 2 and 3 as aggression.

Class distribution
4-class
2-class, 0 = neutr, 1-3 = aggr
2-class, 0-1 = neutr, 2-3 = aggr

Including author
κ = 0,229
κ = 0,298
κ = 0,490

Excluding author
κ = 0,260
κ = 0,389
κ = 0,507

The first calculation shows that a multi-class distribution (agreement has to be exact) yields a low kappa.
After some experimenting, the decision was made to split the aggression classes in two groups. The
highest kappa was obtained when classes 0 and 1 were counted as neutral, and 2 and 3 were counted as
aggressive.
As we can see, this kappa is still relatively low. This might be due to the fact that it is very hard to
distinguish aggression, which in turn might be caused by the definitions of the various aggression values
not being clear enough. This is a problem that could have been foreseen by keeping in mind that there is
no consensual definition of aggressive speech (section 2.2).
Fleiss’ kappa was also calculated when excluding the author from the annotators group (resulting in the
rightmost column in table 2), producing a slightly higher kappa in each case. This effect might be due to
the decreasing likelihood that a ‘typical’ score is chosen for an utterance given the other annotations,
but might also suggest a certain bias in the author’s annotations. However, given the slight differences in
the kappa values, the author’s annotations are used to train the classifier. Also, the binary class
distribution (0 or 1 = neutral; 2 or 3 = aggressive) is used henceforth to distinguish the two types of
speech.

5. Aggression detection from telephone speech
Using the utterances prepared in chapter 4, this chapter implements the last three processes summed
up in the block scheme at the end of chapter 3. Section 5.1 sums up the features and delineates their
workings, and closes with an enumeration of the statistics that were calculated over the features.
Section 5.2 is dedicated to the classifier and how the results were evaluated. Section 5.3 closes the
chapter with the results acquired from the classifier.

5.1.

Features

In sections 2.2 and 2.5, we saw which features are promising indicators for aggression. This section lists
the features used in this research, and explains how they are extracted from a spectrum. The last
paragraph of this section mentions the statistics for the features that make up the training vectors for
the classifier. These 25 statistics (five per feature) will be used as input for the classifier.

5.1.1. Pitch
Pitch, also called fundamental frequency, is the quality of a sound that makes it possible to judge sounds
as ‘higher’ or ‘lower’. It is defined as the lowest frequency of a sound wave.
Pitch was by far the hardest feature to extract. Several methods were investigated:
Method 1:
1. Find the energy peaks in a frame;
2. Smooth the frame, and find the peaks again;
3. Match the peaks from step 2 to the peaks from step 1 (discarding peaks that disappear when
smoothing);
4. Select only the peaks higher than a threshold (-25 for cochleograms, -100 for spectrograms: the
measure is in both cases proportional to their amplitude in dB, and not equal;
5. Calculate the differences between the frequencies of the peaks;
6. Find the lowest found difference from step 5 in or near the peaks from step 3;
7. If a pitch is found, save it; if there is not enough evidence for a pitch, use the pitch of the previous
frame (with a maximum of three times in a row); otherwise, the frame has no pitch;
8. Repeat steps 1-7 for each frame;
9. Only keep pitch values below 400 Hz;
10. Smooth the pitch values by averaging every value with its two predecessors and two successors
(not counting non-values from step 7).
Method 2:
1. Find the peaks of a frame using step 1-3 of method 1;
2. If the pitch of the previous frame is a peak in the current frame: save the pitch if either a peak is
found with twice the frequency of the pitch, or two peaks with three or four times the pitch
frequency;
3. If no pitch found in step 2: if both the second and either the third or fourth harmonic of the
previous pitch value are found, save the second harmonic value as pitch;
4. If no pitch found in step 2 and 3: start with the lowest frequency peak and find at least two
matching harmonics; if found, save it;
5. Else: this frame has no pitch;

6. If a pitch is found, but also a peak with half the value of the pitch, halve the saved value, and also
all values before, up until a point is reached where no value is saved;
7. Repeat steps 1-6 for each frame;
8. Only keep pitch values below 350 Hz;
9. Smooth the pitch values as in step 10 of method 1.
Method 3:
1. Find ridges in the spectrum by following the red lines in the spectrum (a ridge commences where
the previous frame has no peak in the same or neighboring segments and terminates analogously);
2. Find for each two ridges that overlap in the time domain if a pitch exists in the overlapping part;
3. If there is no pitch, find the ridge with the highest frequency of which every value approximates a
common divisor of both ridges, and save the weighted average of all ridges divided by their
harmonic number as pitch;
4. If there is a pitch, consider the pitch values as a ridge and execute step 3 for both ridges.
Method 4:
1. Find ridges in the spectrum as in method 3;
2. Group ridges with a common offset (corrected with the group delay, see 1.2.3.1);
3. For each ridge, count the number of ridges in higher segments that constantly have an
approximate common divisor;
4. The ridge with the highest score from step 3 is the starting point, the found ridges are called
correlating ridges;
5. Determine the pitch by calculating the average of the correlating ridges divided by their
harmonic number with reference to the starting point.
Although much slower than method 3 and 4, method 2 yielded the most accurate results. Therefore, that
method is used to calculate the pitch for both spectrograms and cochleograms.

5.1.2. Amplitude
Amplitude, also called volume or energy, is calculated by summing all frequency energies per frame.
These energies are, in contrast to the graphs shown throughout chapter 2, not corrected by taking their
logarithms.

5.1.3. Center of gravity; brilliance
For each frame, the center of gravity is calculated. The center of gravity of an object is mathematically
defined as ‘the point through which the resultant of the system of parallel forces formed by the weights
of all the particles constituting the body passes for all positions of the body’. In this case, the center of
gravity is taken from the surface below the frame, and results in or two coordinates in an (x,y)-plane, in
which x is frequency and y is energy. We choose to pick the frequency value, because the next paragraph
uses a measure for the energy value and harmonics also define brilliance (which is explained below).
The following formula is used:
𝐶𝑓𝑟𝑎𝑚𝑒 =

∑𝑛𝑠𝑒𝑔
𝑖=1 𝑖 ∙ (𝐴𝑖 − min(𝐴))
∑𝑛𝑠𝑒𝑔
𝑖=1 (𝐴𝑖 − min(𝐴))

Where nseg = the number of segments per frame (throughout this research, nseg = 150), Ai = the energy
of segment i in the frame, and min(A) the lowest energy value in the total spectrum.

The feature ‘brilliance’ is a similar measure. Brilliance is defined as the dominance of high or low
frequencies in sound, in this case calculated by the amount of frequencies above a certain threshold
divided by the amount of low frequencies below said threshold (in this research, the threshold was 1000
Hz). Figure 10 shows the correlation between the center of gravity and brilliance for all frame values in
one conversation, which is very high. Spectral gravity was used, because of the following reasons:
-

When on either side of the spectrum almost no energies occur, extreme peaks can occur in
brilliance values, which also might result in extreme effects in classifier training;
The center of gravity is calculated 30% more quickly;
The center of gravity is a clearer measure for which no boundary has to be predefined.

Figure 10. The correlation between the logarithm of the brilliance (x-axis) and the spectral center of gravity (y-axis) for all frame
values in one conversation.

5.1.4. Standard deviation of the highest energy peaks of the spectrum
Research of Andringa & Van Hengel (2007) showed that the standard deviation of the energy of the
highest peaks in the spectrum was a useful indicator for aggression. The energy peaks are calculated in
the same way as in pitch (section 5.1.1, method 1, steps 1-3). Three peaks were used, just like Andringa
& Van Hengel (2007) did. This results in a measure that represents the distribution of energy between
the formants.

5.1.5. Frequency of the highest peak
This feature measures the frequency that is most prominent in a frame, that is, the frequency for which
the energy is highest. The value might fluctuate roughly at times, because a transition to a new phoneme
might cause a formant to outweigh the previously most prominent formant.
In most cases, the highest peak will be at a harmonic (i.e. a multiple of the pitch), but it might also help
extract breathiness (in which mostly high frequencies occur in a noisy pattern), which is also hints to
emotion (Ramakrishnan, 2012).

5.1.6. Statistics on the variables
As we saw in chapter 3, the absolute value of a speech feature does not say anything about the emotion
belonging to it. An utterance is not classified as aggressive solely because of a range of values for each
feature; prosody is a feature that merely manifests itself over time. Only deviations from the grand mean
of a feature over the total conversation indicate emotion: people tend to give meaning and emotion to
their utterances by, for example, speaking in higher pitch than usual when or at greater speed than usual
when agitated; in lower pitch than usual when threatening; in higher amplitude than usual when angry;
et cetera. Aggression yields, for example, great variation in pitch. A special case is the so-called ‘final
lowering’: the amount by which the frequency falls at the end of an utterance (Ramakrishnan, 2012).
For this reason, the variables must be normalized in the first place as to maintain speaker-independency.
Each frame i of feature x is normalized to x’ with regard to the mean μx and standard deviation σx
throughout the conversation using the following formula:
𝑥𝑖 ′ = 

𝑥𝑖 − 𝜇𝑥
𝜎𝑥

This yields a mean of 0 and a standard deviation of 1 for each feature for each conversation. Hence, every
time a statistic differs significantly from the mean throughout the conversation, this might point to a
change in emotion.
After normalizing all features in a conversation, the following statistics are calculated for each feature in
each utterance:
-

Average;
Standard deviation;
Average absolute deviation;
Range (defined as the difference between the highest and the lowest value);
Peak rate (defined as the number of peaks divided by the length of the utterance).

Note that the peak rate for amplitude approximates the speech rate (syllables per second), because a
syllable usually causes a peak in the amplitude.
To conclude, these five statistics are calculated for each feature for each utterance. This results in a
feature vector with 25 values (five features multiplied by five statistical values). This vector will be used
as an input vector for the training of the classifier.

5.2.

Classifier

A standard SVM classifier was used to classify the utterances. This is a choice based upon table 2.4 in
Truong (2009), in which the classification methods of various similar studies on emotion detection are
summarized. Of all studies exploiting prosodic features, 10 out of 18 used SVM (sometimes, among
others); 6 out of those 10 studies used spontaneous speech, of which 5 used an SVM classifier. This is the
reason for the use of SVM classification in the current research.
The SVM classifier was trained using k-fold cross-validation. This means that the set of vectors is
randomly distributed over k so-called ‘folds’, which are nothing more than groupings of data. In this
research, the number of folds k was set to 10 (which is a standard value for k-fold cross validation) and
the folds were filled with randomly selected conversations instead of single utterances to distribute the

folds (so all utterances of one conversation are always in the same fold), in order to maintain speaker
independency. One of the folds is selected as an evaluation fold, and never used as a training or testing
set. This keeps any form of bias out of the results. Then, the other 9 folds are used to train the classifier
in 9 iterations: with each iteration, another fold of utterances is used as a test set and the other 8 folds
are used to train the classifier (that is, those folds contain example utterances on basis of which the
classifier learns what aggression means). Because the annotation results are also given, the classifier can
generalize the meaning of aggression by looking at the examples with their corresponding annotated
aggression values. The iteration that yielded the best results on the test set was also used to generate
the results on the evaluation set.
We defined in section 4.3.2 two utterance classes (one neutral and one aggressive). So given the
evaluation set with both the corresponding annotation values and the classifier-generated values, a
confusion matrix can be calculated. This 2x2 matrix shows how many utterances should have been
classified as a certain speech class and how many were actually classified in that class.

5.3.

Results and conclusion

To get a first idea of the results, accuracy was calculated. Accuracy is measured by the following formula:
𝑎𝑐𝑐 =

𝑡𝑝 + 𝑡𝑛
𝑡𝑝 + 𝑡𝑛 + 𝑓𝑝 + 𝑓𝑛

Here, tp = number of true positives, tn = number of true negatives, fp = number of false positives, fn =
number of false negatives. Furthermore, ‘true’ means that an utterance was classified correctly and
‘positive’ means that an utterance was classified as aggressive; ‘false’ and ‘negative’ have opposite
meanings.
The first test runs were promising: 80-85% of the utterances were classified accurately.
Upon further investigation, this result was due to the fact that the lion’s share of the utterances was not
annotated as aggressive. This was not taken into account in the weights of the non-aggressive
utterances; the weight defines the importance the classifier declares to a certain class. This importance
was set to 1 for both classes, which does not correspond to the proportion of aggressive versus neutral
utterances.
Precision and recall are defined as answers to the questions ‘how many selected items are relevant?’,
respectively ‘how many relevant items were selected?’ In formulas, this is expressed as:
𝑝𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛 = 
𝑟𝑒𝑐𝑎𝑙𝑙 = 

𝑡𝑝
𝑡𝑝 + 𝑓𝑝

𝑡𝑝
𝑡𝑝 + 𝑓𝑛

As it turns out, precision is fairly constant when the weight value is low, but wavers out for higher weight
values.
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Figure 11. The significance of the weight of neutral utterances when training an SVM.

Recall reaches an optimum when weight is lowest, as could be expected: when the number of selected
items decreases, the higher the proportion of ‘typical’ aggressive utterances, the higher the probability
that most of them are correct. Analogously, when less utterances are selected, more aggressive items
are unselected and hence, accuracy is low.
In the above experiment, utterances from telephone calls were annotated and used as training data for a
classifier that uses 25 statistical variables to classify the utterances according to aggression.
Unfortunately, the accuracy was similar to the fraction of neutral utterances. The fact that a standard
SVM was not able to make classifications that were similar to the human annotations, is evidence for the
conclusion that emotion detection is not possible using the collected data. The next experiment
elaborates on this conclusion.

6. Discussion and experiment 2
In the first experiment, we found that a standard SVM is unable to classify telephone speech utterances
by aggression, using 25 prosody- and spectrum-based statistical features of the utterances. Therefore,
neutral and aggressive speech are very similar to the classifier. If this would not have been the case, at
least a few statistical variables should show a distribution that differs between neutral and aggressive
speech. In the experiment described below, we take a look at whether that is indeed the case.

6.1.

Comparing classes within feature statistics

The data for the best training iteration (see section 5.2) is used to make histograms for every one of the
25 available variables. The utterances are arranged into 20 bins, a bin being a value range of
(max(variable) – min(variable))/20, using the normalized values for the variables, so the value 0 is the
mean value for a variable over all utterances. For example, the minimum value for the amplitude in all
utterances is -2,18 and the maximum 2,33. The lowest bin contains all utterances in the range [-2,18; 1,94]. The graph below shows the number of aggressive and neutral utterances for each bin for the
variable ‘average of the amplitude’ for cochleograms.
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Figure 12. A histogram of aggressive and neutral utterances within normalized ranges. This figure shows the percentage of
utterances per label (aggressive/neutral) for the average of the amplitude in cochleograms. The utterances are sorted in 20 value
ranges. Note that both graphs have the shape of a normal distribution, which was expected when normalizing the values in section
5.1.6. In fact, both graphs look like a standard normal distribution (in which the mean is 0 and the standard deviation is 1), and
they look so similar that there seems to be no difference between aggressive and neutral annotated utterances.

In this graph, the shapes of the aggressive and the neutral values are very similar. This leads to the
conclusion that a classifier wouldn’t be able to make classifications based upon this variable. If the
similarity for each of the used variables would be high, it would be impossible to classify an utterance at
all.
To measure similarity between aggressive and neutral points for the histogram (on a scale from 0, being
very different, to 1, being very similar), a similarity score is calculated based upon the Weighted Least
Squares method:

𝑠𝑖𝑚𝑖𝑙𝑎𝑟𝑖𝑡𝑦 = 

1
𝑛_𝑎𝑔𝑔𝑟𝑛 𝑛_𝑎𝑔𝑔𝑟𝑡𝑜𝑡 2
∑ (1 − (
−
) ),
𝑁
𝑛_𝑛𝑒𝑢𝑡𝑛 𝑛_𝑛𝑒𝑢𝑡𝑡𝑜𝑡
𝑛

where N equals the number of bins, n_aggrn the number of aggressive utterances in bin n, n_neutn the
number of neutral utterances in bin n, n_aggrtot the total number of aggressive utterances, and
n_neuttot the total number of neutral utterances.
This formula compares the proportion of aggressive versus neutral utterances for each bin to the
proportion of the totals (the latter proportion is, of course, constant). This difference is squared (in order
to make bigger errors count heavier, and to make sure it is a positive number), and subtracted from 1 in
order to obtain a higher similarity score for a smaller difference. If all individual proportions are close to
the overall proportion, this will result in a high similarity score. Let’s fill this in for the variable average of
the amplitude:
𝑠𝑖𝑚𝑖𝑙𝑎𝑟𝑖𝑡𝑦 = 

1
𝑛_𝑎𝑔𝑔𝑟𝑛
319 2
∑ (1 − (
−
) ) ≈ 0,988
20
𝑛_𝑛𝑒𝑢𝑡𝑛 1603
𝑛

As said, a score close to 1 means high similarity. The similarity score for this variable is very close to 1,
which means the graphs are very similar.
The table below shows the similarity score for all variables using cochleograms.
amplitude
average
mean avg
distance
number of peaks
range
standard dev

highest peak

pitch

0,988
0,987

center of
mass
0,985
0,967

0,990
0,987

0,982
0,805

stdE of 3
peaks
0,976
0,978

0,986
0,992
0,989

0,992
0,975
0,783

0,992
0,989
0,990

0,440
0,920
0,927

0,990
0,986
0,979

Table 3. The similarity scores between aggressive and neutral utterances for each variable, using cochleograms. Higher values
(closer to 1) indicate high similarity between aggression and neutral speech. The calculation of similarity scores is explained above.

The only promising outlier in this table is the number of peaks in the pitch. This could mean: it is most
easy to tell whether an utterance is aggressive when listening how many times the voice of a speaker
rises. Unfortunately, when we look at the graphs below, we see that they are actually very similar, but
because of the small numbers of utterances in the higher bins, the proportions between n_aggr and
n_neut are exaggerated, causing a lower similarity due to randomness.
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Figure 13. The similarity between neutral and aggressive annotated utterances for the statistic 'number of peaks' for the variable
'pitch'.

For spectrograms, the table looks similar:
amplitude
average
mean avg
distance
number of peaks
range
standard dev

highest peak

pitch

0,983
0,981

center of
mass
0,984
0,981

0,956
0,988

0,973
0,977

stdE of 3
peaks
0,981
0,977

0,990
0,946
0,933

0,823
0,974
0,974

0,958
0,806
0,987

0,983
0,953
0,988

0,983
0,957
0,980

Table 4. The similarity scores between aggressive and neutral utterances for each variable, using spectrograms. Higher values
(closer to 1) indicate high similarity between aggression and neutral speech.

To conclude, there is no feature statistic that makes aggressive speech stand out against neutral speech.
Possible explanations are given in the discussion below.

6.2.

Further discussion

The conclusion that aggression detection yields negative results could have different causes. Listed
below are five hypotheses. According to me, these are, the most logical explanations, in reverse order of
plausibility.
-

There is too much noise in the recordings.
Multiple types of aggression, each yielding a different set of characteristic values, occur in the
training set, and are considered as the same type;

-

-

-

During annotation, a set of utterances is classified as aggressive on a semantic level (the label
aggression was based upon the words, rather than to the prosody), where it should have been
classified as neutral on a prosodic level;
In the recordings, both speaker signals were joined in one signal. This might lead to unfair
normalizing of the variables, because different speakers might have different voice profiles that
could be mistaken for aggression where it should have been neutral, or vice versa;
Emotion is not a surface feature in telephone speech. This means that aggression has some
obstacles to overcome before it arrives at the receiver.

When addressing these hypotheses, we can rule out most of them:
-

-

-

-

The speech-to-noise ratio was high enough to extract the features accurately. The signal itself was
not taken into account, so this should not have been a problem for the classifier.
The annotation program contained several options for anger-like emotions. This should have
solved the greatest part of this problem. Also, if this was the case, there should have been slight
hints in the classifier towards multiple types, for example, resulting in multiple peaks for values in
the aggression graphs in in Experiment 2.
The ultimate test to this would be to use an annotator to whom Dutch is a foreign language.
Unfortunately, I could not find such a person. However, in section 1.2.3 was found that emotions
and corresponding prosody is universal. Also, emotion tends to be a coloring of the words, as it is
expected that words and emotion match most of the time.
This might be a serious issue. The utterances were normalized to the total conversation, and the
normalization uses the mean and standard deviation of the total signal, that means, using both
speakers. One might expect that this issue also causes peaks in the graphs in Experiment 2, but
given that there are many sound profiles to make using the five variables, these peaks might not
be visible. It is beyond the scope of this research to test this, but this will be addressed by the
company that incited this research. Future research on this topic must deal with speaker
separation.
This is the most plausible cause for the lack of results. The following section will elaborate on this.

6.3.

Emotion in telephone speech

This section seeks to explain that emotion is not a surface feature in telephone speech. This research
covers telephone calls between companies and their customers, mostly initiated by the latter. This
causes some difficulties in measuring emotion. Firstly, the relatively low value for Fleiss’ kappa for the
annotation (see section 4.3.2) indicates that emotion is a subject that is not easily agreed upon.
Furthermore, although customers can be angry, they are dependent on the company they call. Also,
many customers might realize that the call center agent cannot help that the company made a mistake
or does not meet the customer’s needs. This might cause the customer to suppress their emotion. This is
in contrast of one of the findings of Truong (2009), namely that acted speech produces more extreme
values for prosodic parameters. However, customers are not actors, and are not likely to fake their
emotion when they want a company to mean something to them.
Section 2.2 stated that words heard in isolation are considered more emotionally laden. I would like to
add the statement that emotion, being an integral part of speech, contributes more to meaning than
intuition might estimate. Mannell (2007) incorporated in his definition of prosody that its features are
linked to meaning. So emotion is a coloring of words, rather than a speech feature in itself. Emotion lies

in the way that words are pronounced. This last statement is subtly different from the assumption made
from the beginning, namely that emotion is in the way anything is pronounced. Andringa (2002) presents
the signal-in-noise paradox: “a correct recognition result is possible with a correct selection of evidence
and a correct selection of evidence is possible with a correct recognition result.” This might be
extrapolated to the meaning-in-emotion paradox: “correct emotion detection is possible with correct
speech recognition and correct speech recognition is possible with correct emotion detection”.
Therefore, there is need to seek a way to integrate both disciplines into one curriculum.

7. Conclusion
Chapter 1 described why emotion detection is useful and desirable. This led to the following research
question:

Is it possible to extract aggression from conversations in a call center environment?

After implementing two similar SVM classifiers for both spectral representations, it turns out that this
research question must be answered negatively. From experiment 2 must be concluded that the training
set is not suitable for classifying aggression, because the extracted variable values for aggression are
spread similarly to neutral values.
In order to realize a good emotion detector, all parameters must be optimal, especially because the
nature of the audio (call center environment) makes the emotion extraction hard. An important
parameter, that lies at the basis of feature extraction and emotion extraction, is the choice of a spectral
representation. This rose the second research question:

Which spectral representation is more suitable for emotion detection,
the spectrogram or the cochleogram?

The answer to this question is, due to a negative answer on the first research question, still open for
debate and further research.
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